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Machine learning algorithms, especially neural networks, are mostly used to automatically 

discover and encode unknown relationships between sets of supposedly related data. They have 

been applied successfully to the interpretation of experimental data in different scientific fields. 

Here, we make use of such algorithms in a slightly unusual context: our case study is one where 

the relationship between a set of observed data and modeling parameters is known and explicitly 

formalized in a Bayesian model. We show that neural networks can learn the relationship 

between quantities defined by the model by means of a training procedure based on data sampled 

from its joint probability distribution: in other words, the trained network can be thought as an 

approximation, or surrogate, of the original Bayesian model. Neural network surrogates can be 

particularly useful in the context of large scientific experiments, like the nuclear fusion 

experiments considered here, where an unprecedented vast amount of data is routinely collected 

waiting to be analyzed and interpreted to carry out further in-depth scientific investigations. In 

fact, the surrogate networks can be used to accelerate the Bayesian inference process carried out 

on experimental data by providing a fast approximated reconstruction of relevant quantities. 

Here, we apply such training framework to the inference of different plasma parameters from 

diagnostic measurements collected at two large magnetic confinement fusion experiments, the 

Wendelstein 7-X stellarator and the Joint European Torus tokamak. Because of the complexity of 

the models involved, conventional Bayesian inference can require tens of minutes for the analysis 

of one single observation, while hundreds of thousands of such measurements can be collected 

during one plasma discharge. The neural network surrogates can reduce the analysis time down to 

tens/hundreds of microseconds per single measurement. This grants the possibility to develop real 

time applications to aid the interpretation of observed data concurrently to the execution of the 

experiments. The framework developed here is general in the sense that its implementation and 

validity is not bound to a specific experimental device. Especially, if the Bayesian models to be 

approximated are implemented within the Minerva Bayesian modeling framework, their joint 

probability distributions can be easily accessed and used to generate training samples in a manner 

that is common among different models. This opens the possibility to an entirely automatic  

procedure, where machine-learning models are automatically generated and trained to 

approximate any Bayesian model implemented within the framework.  
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